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Generative and Discriminative Approaches

Given:
𝒟 = {(𝑥(1), 𝑦(1)), ..., (𝑥(𝑛), 𝑦(𝑛))} — available data sample

(𝑥(𝑖), 𝑦(𝑖)) ∈ 𝒳 × 𝒴 , 𝑖 = 1, ..., 𝑛

𝒴 = {1, ...,𝐾} — class labels

Build:
Classifier ℎ ∈ ℋ , ℋ = {ℎ : ℎ(𝑥), ℎ(𝑥) ∈ 𝒴 }

Principal approaches to classification:

Generative approach
The goal is to learn the underlying distribution 𝑓𝑋𝑌 (𝑥, 𝑦) and
use it to predict class label
Discriminative approach
The goal is to learn an accurate predictor ℎ ∈ ℋ : 𝒳 → 𝒴

Alexander Trofimov Bayesian Classification 2 / 66



Bayesian Decision Rule
Parametric Bayesian Classification

Non-parametric Density Estimation

Problem Statement
Bayesian Decision Rule
Approaches to Density Estimation

Generative vs Discriminative Models

Generative models:
Provide a model for input variables and response variable
A model for input variables is intermediate step to classification
Can be used to generate both inputs and responses

Discriminative models:
Provide a model only for response variable
Directly optimize the prediction accuracy
Generate outputs based on inputs

It is usually more difficult to learn the underlying distribution than
to learn an accurate predictor

“When solving a given problem, try to avoid a more general
problem as an intermediate step.”

— Vladimir Vapnik, in Statistical Learning Theory, 1998
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Classification problem

Construct hypothesis ℎ ∈ ℋ that minimizes empirical risk over
train sample:

𝑅*(ℎ) → min
ℎ∈ℋ

Empirical risk 𝑅*(ℎ) associated with the model ℎ is an estimation
of risk 𝑅(ℎ):

𝑅(ℎ) = M[𝐿(ℎ, (𝑋,𝑌 ))]

where 𝐿(ℎ, (𝑥, 𝑦)) ∈ R+ is a loss function

Assume 𝐿 is 0-1 loss function:

𝐿(ℎ, (𝑥, 𝑦)) = 1 − 𝛿(ℎ(𝑥), 𝑦)

where 𝛿 is the Kronecker delta:

𝛿(ℎ(𝑥), 𝑦) =

{︃
1, ℎ(𝑥) = 𝑦,

0, ℎ(𝑥) ̸= 𝑦.
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Risk for Discrete Case

For discrete 𝒳 :

𝑅(ℎ) =
∑︁
𝑥∈𝒳

∑︁
𝑦∈𝒴

𝐿(ℎ, (𝑥, 𝑦))𝑃 (𝑋 = 𝑥&𝑌 = 𝑦)

=
∑︁
𝑥∈𝒳

∑︁
𝑦∈𝒴

(1 − 𝛿(ℎ(𝑥), 𝑦)𝑃 (𝑋 = 𝑥&𝑌 = 𝑦)

= 1 −
∑︁
𝑥∈𝒳

𝑃 (𝑋 = 𝑥)𝑃 (𝑌 = ℎ(𝑥)|𝑋 = 𝑥)

Optimal hypothesis:

𝑅(ℎ) → min
ℎ∈ℋ

⇒
∑︁
𝑥∈𝒳

𝑃 (𝑋 = 𝑥)𝑃 (𝑌 = ℎ(𝑥)|𝑋 = 𝑥) → max
ℎ∈ℋ

∀𝑥 ∈ 𝒳 ℎ(𝑥) = arg max
𝑘=1,𝐾

𝑃 (𝑌 = 𝑘|𝑋 = 𝑥)
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Risk for Continuous Case

For continuous 𝒳 :

𝑅(ℎ) =

∫︁∫︁
𝒳 ×𝒴

𝐿(ℎ, (𝑥, 𝑦))𝑓𝑋𝑌 (𝑥, 𝑦)𝑑𝑥𝑑𝑦

=

∫︁∫︁
𝒳 ×𝒴

(1 − 𝛿(ℎ(𝑥), 𝑦))𝑓𝑋𝑌 (𝑥, 𝑦)𝑑𝑥𝑑𝑦

= 1 −
∫︁∫︁

𝒳 ×𝒴
𝛿(ℎ(𝑥), 𝑦)𝑓𝑋(𝑥)𝑓𝑌 (𝑦|𝑥)𝑑𝑥𝑑𝑦

= 1 −
∫︁

𝒳
𝑓𝑋(𝑥)𝑓𝑌 (ℎ(𝑥)|𝑥)𝑑𝑥

Optimal hypothesis:

𝑅(ℎ) → min
ℎ∈ℋ

⇒
∫︁

𝒳
𝑓𝑋(𝑥)𝑓𝑌 (ℎ(𝑥)|𝑥)𝑑𝑥 → max

ℎ∈ℋ

∀𝑥 ∈ 𝒳 ℎ(𝑥) = arg max
𝑘=1,𝐾

𝑓𝑌 (𝑘|𝑥) = arg max
𝑘=1,𝐾

𝑃 (𝑌 = 𝑘|𝑋 = 𝑥)
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Bayesian Decision Rule

Bayesian decision rule
For given 𝑥 ∈ 𝒳 , choose class 𝑘* if

𝑃 (𝑌 = 𝑘*|𝑋 = 𝑥) = max
𝑘=1,𝐾

𝑃 (𝑌 = 𝑘|𝑋 = 𝑥)

𝑃 (𝑌 = 𝑘|𝑋 = 𝑥) — posterior probability of 𝑌 = 𝑘, after having
seen 𝑥

Bayes’ theorem:

𝑃 (𝑌 = 𝑘|𝑋 = 𝑥) =
𝑃 (𝑋 = 𝑥|𝑌 = 𝑘)𝑃 (𝑌 = 𝑘)

𝑃 (𝑋 = 𝑥)

𝑃 (𝑌 = 𝑘) — prior probability of 𝑌 = 𝑘
𝑃 (𝑋 = 𝑥|𝑌 = 𝑘) — conditional probability of seeing 𝑥 at 𝑌 = 𝑘
𝑃 (𝑋 = 𝑥) — marginal probability that 𝑥 is seen
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Bayesian Decision Rule

Definitions:

𝑃 (𝑌 = 𝑘|𝑋 = 𝑥) = 𝑝𝑌 (𝑘|𝑥) — posterior probability class 𝑘
𝑃 (𝑌 = 𝑘) = 𝑝𝑌 (𝑘) — prior probability of class 𝑘
𝑃 (𝑋 = 𝑥|𝑌 = 𝑘) = 𝑝𝑋(𝑥|𝑘) — likelihood of class 𝑘
𝑃 (𝑋 = 𝑥) = 𝑝𝑋(𝑥) — evidence of 𝑥

Bayes’ theorem:

𝑝𝑜𝑠𝑡𝑒𝑟𝑖𝑜𝑟 =
𝑙𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑× 𝑝𝑟𝑖𝑜𝑟

𝑒𝑣𝑖𝑑𝑒𝑛𝑐𝑒

Evidence doesn’t depend on hypothesis ℎ and can be skipped from
the rule

Bayesian decision rule:

𝑘* = arg max
𝑘=1,𝐾

𝑝𝑋(𝑥|𝑘)𝑝𝑌 (𝑘)
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Discriminant Functions

Definition
Discriminant function of classifier ℎ for class 𝑘, 𝑘 = 1, ...,𝐾, is a
function 𝑑𝑘 : 𝒳 → R such that the classifier’s decision rule has the
form:

Choose class 𝑘* for 𝑥 ∈ 𝒳 if 𝑑𝑘*(𝑥) = max
𝑘=1,𝐾

𝑑𝑘(𝑥)

The classification algorithm ℎ can be characterized by a set of
discriminant functions 𝑑1(𝑥), ..., 𝑑𝐾(𝑥), 𝑥 ∈ 𝒳

The discriminant functions divide the domain 𝒳 into decision
regions ℛ1, ...,ℛ𝐾 , where ℛ𝑘 = {𝑥|𝑑𝑘(𝑥) = max

𝑖=1,𝐾
𝑑𝑖(𝑥)}

Decision boundary between 𝑘-th and 𝑙-th classes is a surface 𝑏𝑘𝑙 in
𝒳 that partitions decision regions ℛ𝑘 and ℛ𝑙:

𝑥 ∈ 𝑏𝑘𝑙 ⇔ 𝑑𝑘(𝑥) − 𝑑𝑙(𝑥) = 0
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Approaches to Density Estimation

Discriminant functions for Bayes classifier:

𝑑𝑘(𝑥) = 𝑝𝑋(𝑥|𝑘)𝑝𝑌 (𝑘), 𝑘 = 1, ...,𝐾

or posterior probabilities 𝑝𝑌 (𝑘|𝑥) of classes

In practice, distributions 𝑝𝑋(𝑥|𝑘) and 𝑝𝑌 (𝑘), 𝑘 = 1, ...,𝐾, are
unknown

To use Bayesian decision rule we need to estimate likelihoods and
priors for each class from a given training sample

Approaches to density estimation:
Parametric approach
Assume that the sample is drawn from some distribution (e.g.
Gaussian) and estimate its parameters
Non-parametric estimation
No assumptions about underlying distribution
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Maximum Likelihood Estimation

Parametric approach:
𝒟 = {(𝑥(1), 𝑦(1)), ..., (𝑥(𝑛), 𝑦(𝑛))} — sample drawn from joint
probability distribution 𝑓𝑋𝑌 (𝑥, 𝑦|𝑤), where 𝑓𝑋𝑌 is some known
distribution, 𝑤 ∈ R𝐿 is a vector of parameters

Method of maximum likelihood
Likelihood of sample 𝒟 :

ℒ (𝒟 , 𝑤) =
∏︀𝑛

𝑖=1 𝑓𝑋𝑌

(︀
𝑥(𝑖), 𝑦(𝑖)|𝑤

)︀
Maximum likelihood estimator (MLE) of 𝑤 is a solution of
optimization problem:

ℒ (𝒟 , 𝑤) → max
𝑤

Log-likelihood:

ln ℒ (𝒟 , 𝑤) =
∑︀𝑛

𝑖=1 ln 𝑓𝑋𝑌

(︀
𝑥(𝑖), 𝑦(𝑖)|𝑤

)︀
→ max

𝑤
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Estimation of Prior Probabilities

Given:
𝒟 = {(𝑥(1), 𝑦(1)), ..., (𝑥(𝑛), 𝑦(𝑛))} — available data sample

𝑦(𝑖) ∈ 𝒴 = {1, ...,𝐾} — class labels, 𝑖 = 1, ..., 𝑛

MLE of prior probability 𝑝𝑌 (𝑘):

𝑝𝑘 =
1

𝑛

𝑛∑︁
𝑖=1

[𝑦(𝑖) = 𝑘] is a relative frequency of value 𝑘 in sample 𝒟

This estimation is appropriate only if the sample 𝒟 was observed
randomly (no cases were excluded from sample, no balancing
methods were applied, no design of experiment were used)

If the sample 𝒟 was not observed randomly, the probabilities
𝑝𝑌 (𝑘), 𝑘 = 1, ...,𝐾, should be estimated using prior information
about classes, not frequencies of class labels in the sample 𝒟
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Bayesian Decision Rule for Normal Distribution

𝑋 ∼ 𝑁(𝑚,𝜎) ⇔ 𝑓𝑋(𝑥|𝑚,𝜎) =
1

𝜎
√

2𝜋
exp

(︂
−(𝑥−𝑚)2

2𝜎2

)︂
MLE of parameters 𝑚 and 𝜎2:

𝑚̃ =
1

𝑛

𝑛∑︁
𝑖=1

𝑥𝑖 = 𝑥, 𝜎̃2 =
1

𝑛

𝑛∑︁
𝑖=1

(𝑥𝑖 − 𝑥)2

Log-discriminant function of 𝑘-th class, 𝑘 = 1, ...,𝐾:

ln 𝑑𝑘(𝑥) = ln(𝑓𝑋(𝑥|𝑘)𝑝𝑘) = − ln 𝜎̃𝑘 −
(𝑥− 𝑥𝑘)2

2𝜎̃2
𝑘

+ ln 𝑝𝑘 + 𝑐𝑜𝑛𝑠𝑡

Bayesian decision rule:

𝑘* = arg min
𝑘=1,𝐾

(︂
(𝑥− 𝑥𝑘)2

2𝜎̃2
𝑘

+ ln 𝜎̃𝑘 − ln 𝑝𝑘

)︂
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1-D Normal Bayesian Classification. Illustration 1

𝑋 is one-dimensional

𝐾 = 2 classes

Classes have equal priors:
𝑝𝑌 (−1) = 𝑝𝑌 (+1) = 1/2

Conditional distributions of
classes have the same variance:
𝑋|−1 ∼ 𝑁(𝑚1, 𝜎)
𝑋|+1 ∼ 𝑁(𝑚2, 𝜎)

Posteriors intersect at one point:
threshold classifier
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1-D Normal Bayesian Classification. Illustration 2

𝑋 is one-dimensional

𝐾 = 2 classes

Classes have equal priors:
𝑝𝑌 (−1) = 𝑝𝑌 (+1) = 1/2

Conditional distributions of
classes have different variances:
𝑋|−1 ∼ 𝑁(𝑚1, 𝜎1)
𝑋|+1 ∼ 𝑁(𝑚2, 𝜎2)

Posteriors intersect at two points:
quadratic classifier
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Multivariate Normal Distribution

𝑋 = (𝑋1, ..., 𝑋𝑀 )𝑇 ∼ 𝑁𝑀 (𝑚,Σ)

𝑥𝑖 ∈ R𝑀 is 𝑖-th observation of 𝑋, 𝑖 = 1, ..., 𝑛

𝑚 = M[𝑋] ∈ R𝑀 is a vector of expectations

Σ = 𝑐𝑜𝑣(𝑋) is a covariance matrix 𝑀 *𝑀

Multivariate normal density:

𝑓𝑋(𝑥|𝑚,Σ) =
1√︀

(2𝜋)𝑀 det Σ
exp

(︂
−1

2
(𝑥−𝑚)𝑇Σ−1(𝑥−𝑚)

)︂
MLE of parameters 𝑚 and Σ:

𝑚̃ =
1

𝑛

𝑛∑︁
𝑖=1

𝑥𝑖 = 𝑥, Σ̃ =
1

𝑛

𝑛∑︁
𝑖=1

(𝑥𝑖 − 𝑥)(𝑥𝑖 − 𝑥)𝑇
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Bayesian Decision Rule for Multivariate Normal Distribution

Log-discriminant function of 𝑘-th class, 𝑘 = 1, ...,𝐾:

ln 𝑑𝑘(𝑥) = ln(𝑓𝑋(𝑥|𝑘)𝑝𝑘)

= −1

2
ln det Σ̃𝑘 −

1

2
(𝑥− 𝑥𝑘)𝑇 Σ̃−1

𝑘 (𝑥− 𝑥𝑘) + ln 𝑝𝑘 + 𝑐𝑜𝑛𝑠𝑡

= −1

2
ln det Σ̃𝑘 −

1

2
(𝑥𝑇 Σ̃−1

𝑘 𝑥− 2𝑥𝑇 Σ̃−1
𝑘 𝑥𝑘 + 𝑥𝑇𝑘 Σ̃−1

𝑘 𝑥𝑘)

+ ln 𝑝𝑘 + 𝑐𝑜𝑛𝑠𝑡 = 𝑥𝑇𝐴𝑘𝑥 + 𝑏𝑇𝑘 𝑥 + 𝑐𝑘 + 𝑐𝑜𝑛𝑠𝑡

where
𝐴𝑘 = −1

2
Σ̃−1
𝑘 , 𝑏𝑘 = Σ̃−1

𝑘 𝑥𝑘

𝑐𝑘 = −1

2
𝑥𝑇𝑘 Σ̃−1

𝑘 𝑥𝑘 −
1

2
ln det Σ̃𝑘 + ln 𝑝𝑘

For normal Bayesian classification the discriminant functions of
classes are quadratic
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A Drawback of Bayes Classifier

The training of Bayes classifier is estimation of:

vectors of expectations for each class: 𝑚1, ...,𝑚𝐾

covariance matrices for each class: Σ1, ...,Σ𝐾

priors for each class: 𝑝1, ..., 𝑝𝐾

Total number of parameters to be estimated are

𝐾𝑀 + 𝐾𝑀(𝑀 + 1)/2 + 𝐾

When 𝑀 is large and sample size is small the matrices Σ̃1, ..., Σ̃𝐾

can be singular that means unreliable and unstable estimation

Approaches:

Manipulating with features to reduce 𝑀

Make assumptions about covariance matrices Σ1, ...,Σ𝐾
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Assumptions about Multivariate Normal Distribution

Assumption 1. All distributions have the same diagonal covariance
matrix (shared between classes) with equal variances (scalar
covariance matrix):

Σ1 = ... = Σ𝐾 = Σ = 𝜎2𝐼

𝑋1, ..., 𝑋𝑀 are
independent with the same
variance 𝜎2 that is equal
for each class
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Assumptions about Multivariate Normal Distribution

Assumption 2. All distributions have the shared diagonal
covariance matrix:

Σ1 = ... = Σ𝐾 = Σ = 𝑑𝑖𝑎𝑔(𝜎2
1, ..., 𝜎

2
𝑀 )

𝑋1, ..., 𝑋𝑀 are
independent with variances
𝜎2
1, ..., 𝜎

2
𝑀 that don’t

depend on class
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Assumptions about Multivariate Normal Distribution

Assumption 3. All distributions have the shared covariance
matrices:

Σ1 = ... = Σ𝐾 = Σ

𝑋1, ..., 𝑋𝑀 are correlated,
covariance matrix of 𝑋
doesn’t depend on class
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Assumptions about Multivariate Normal Distribution

Assumption 4. All distributions have the scalar covariance
matrices:

Σ𝑘 = 𝜎2
𝑘𝐼, 𝑘 = 1,𝐾

𝑋1, ..., 𝑋𝑀 are
independent with the same
variance 𝜎2

𝑘 that depends
on class 𝑘
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Naive Bayes Classifier

Definition
Naive Bayes classifier is a Bayes classifier with assumption of
independent features 𝑋1, ..., 𝑋𝑀

Decision rule for naive Bayes classifier:

𝑘* = arg max
𝑘=1,𝐾

𝑝𝑋(𝑥|𝑘)𝑝𝑌 (𝑘) = arg max
𝑘=1,𝐾

𝑀∏︁
𝑗=1

𝑝𝑋𝑗 (𝑥𝑗 |𝑘)𝑝𝑌 (𝑘)

Naive Bayes classifier requires only estimation of one-dimensional
marginal distributions 𝑝𝑋1(𝑥1|𝑘), ..., 𝑝𝑋𝑀

(𝑥𝑀 |𝑘), 𝑘 = 1,𝐾, or their
parameters. This problem is more straightforward than estimation
of joint 𝑀 -dimensional distributions 𝑝𝑋(𝑥|𝑘), 𝑘 = 1,𝐾

For normal multivariate distribution: naive case means that
covariance matrices Σ1, ...,Σ𝐾 are assumed to be diagonal
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Naive Bayes Classifier. Illustrations

Naive, shared

Not naive, shared

Naive, shared

Naive, not shared
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Normal Bayes Classifier with Shared Covariance Matrix

Assume covariance matrix is shared between classes, i.e.

Σ1 = ... = Σ𝐾 = Σ

Log-discriminant function of 𝑘-th class, 𝑘 = 1, ...,𝐾:

ln 𝑑𝑘(𝑥) = ln(𝑓𝑋(𝑥|𝑘)𝑝𝑘)

= −1

2
ln det Σ̃ − 1

2
(𝑥− 𝑥𝑘)𝑇 Σ̃−1(𝑥− 𝑥𝑘) + ln 𝑝𝑘 + 𝑐𝑜𝑛𝑠𝑡

= −1

2
(𝑥𝑇 Σ̃−1𝑥− 2𝑥𝑇 Σ̃−1𝑥𝑘 + 𝑥𝑇𝑘 Σ̃−1𝑥𝑘) + ln 𝑝𝑘 + 𝑐𝑜𝑛𝑠𝑡

= 𝑏𝑇𝑘 𝑥 + 𝑐𝑘 + 𝑐𝑜𝑛𝑠𝑡

where
𝑏𝑘 = Σ̃−1𝑥𝑘, 𝑐𝑘 = −1

2
𝑥𝑇𝑘 Σ̃−1𝑥𝑘 + ln 𝑝𝑘

For normal Bayesian classification with shared covariance matrix
the discriminant functions of classes are linear
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Normal Bayes Classifier with Shared Covariance Matrix

Multivariate normal density:

𝑓𝑋(𝑥|𝑚,Σ) =
1√︀

(2𝜋)𝑀 det Σ
exp

(︂
−1

2
(𝑥−𝑚)𝑇Σ−1(𝑥−𝑚)

)︂
Log-discriminant function of 𝑘-th class, 𝑘 = 1, ...,𝐾:

ln 𝑑𝑘(𝑥) = ln(𝑓𝑋(𝑥|𝑘)𝑝𝑘)

= −1

2
ln det Σ̃ − 1

2
(𝑥− 𝑥𝑘)𝑇 Σ̃−1(𝑥− 𝑥𝑘) + ln 𝑝𝑘 + 𝑐𝑜𝑛𝑠𝑡

= −1

2
𝜌2𝑘(𝑥) + ln 𝑝𝑘 + 𝑐𝑜𝑛𝑠𝑡

where
𝜌𝑘(𝑥) =

√︁
(𝑥− 𝑥𝑘)𝑇 Σ̃−1(𝑥− 𝑥𝑘)

is a Mahalanobis distance between 𝑥 ∈ 𝒳 and class 𝑘 ∈ 𝒴
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Mahalanobis Distance

Mahalanobis distance between a point 𝑥 ∈ R𝑀 and a distribution
𝐹𝑋(𝑥) is a distance defined as:

𝜌(𝑥) =
√︁

(𝑥−𝑚𝑋)𝑇Σ−1
𝑋 (𝑥−𝑚𝑋)

where 𝑚𝑋 is expectation, Σ𝑋 = 𝑐𝑜𝑣(𝑋) is covariance matrix of
random vector 𝑋 = (𝑋1, ..., 𝑋𝑀 )𝑇

Mahalanobis distance between a point 𝑥 ∈ R𝑀 and a set of
observations 𝑥1, ..., 𝑥𝑛 drawn from distribution 𝐹𝑋(𝑥), 𝑥 ∈ R𝑀 :

𝜌(𝑥) =

√︁
(𝑥− 𝑥)𝑇 Σ̃−1

𝑋 (𝑥− 𝑥)

where 𝑥 is mean, Σ̃𝑋 is estimation of covariance matrix Σ𝑋
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Mahalanobis Distance and Euclidean Distance

Mahalanobis distance: 𝜌(𝑥) =
√︁

(𝑥−𝑚𝑋)𝑇Σ−1
𝑋 (𝑥−𝑚𝑋)

Particular cases:
If covariance matrix Σ𝑋 is scalar, Σ𝑋 = 𝜎2𝐼:

𝜌(𝑥) =
1

𝜎

√︁
(𝑥−𝑚𝑋)𝑇 (𝑥−𝑚𝑋) =

1

𝜎

⎯⎸⎸⎷ 𝑀∑︁
𝑗=1

(𝑥𝑗 −𝑚𝑗)2

The Mahalanobis distance reduces to the Euclidean distance
If covariance matrix Σ𝑋 is diagonal, Σ𝑋 = 𝑑𝑖𝑎𝑔(𝜎2

1, ..., 𝜎
2
𝑀 ):

𝜌(𝑥) =

⎯⎸⎸⎷ 𝑀∑︁
𝑗=1

(𝑥𝑗 −𝑚𝑗)2

𝜎2
𝑗

The Mahalanobis distance reduces to the normalized Euclidean
distance
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Mahalanobis Distant-based Classifier

Log-discriminant function of 𝑘-th class for normal Bayes classifier
with shared covariance matrix, 𝑘 = 1, ...,𝐾:

ln 𝑑𝑘(𝑥) = −1

2
𝜌2𝑘(𝑥) + ln 𝑝𝑘 + 𝑐𝑜𝑛𝑠𝑡

where 𝜌𝑘(𝑥) is the Mahalanobis distance between 𝑥 ∈ 𝒳 and class
𝑘 ∈ 𝒴

Decision rule for the case of equal priors:

𝑘* = arg min
𝑘=1,𝐾

𝜌𝑘(𝑥)

This rule is named Mahalanobis distant-based classification rule: it
assigns 𝑥 to the nearest class with regard to Mahalanobis distance

The assumption about shared covariance matrix leads to the
Mahalanobis distant-based classification rule
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Standardization of Multivariate Normal Distribution

Cholesky decomposition: any symmetric positive definite matrix
(and, thus, any covariance matrix) Σ can be uniquely factorized
into a product:

Σ = 𝐿𝐿𝑇

where 𝐿 is a lower triangular matrix (“square root” of Σ)

Random vector 𝑋 ∼ 𝑁𝑀 (𝑚,Σ) can be obtained from standardized
vector 𝑈 ∼ 𝑁𝑀 (0, 𝐼) by linear transform:

𝑋 = 𝐿𝑈 + 𝑚

M[𝑋] = M[𝐿𝑈 + 𝑚] = 𝐿M[𝑈 ] + 𝑚 = 𝐿 · 0 + 𝑚 = 𝑚

𝑐𝑜𝑣[𝑋] = M[(𝑋 −𝑚)(𝑋 −𝑚)𝑇 ] = M[𝐿𝑈𝑈𝑇𝐿𝑇 ] = 𝐿M[𝑈𝑈𝑇 ]𝐿𝑇

= 𝐿𝐼𝐿𝑇 = 𝐿𝐿𝑇 = Σ

Standardization of 𝑋 ∼ 𝑁𝑀 (𝑚,Σ): 𝑈 = 𝐿−1(𝑋 −𝑚)
Alexander Trofimov Bayesian Classification 30 / 66



Bayesian Decision Rule
Parametric Bayesian Classification

Non-parametric Density Estimation

Normal Bayes Classifier
Bayes Classifier for Discrete Features

Nearest Mean Classifier

Σ−1 = (𝐿𝐿𝑇 )−1 = (𝐿𝑇 )−1𝐿−1 = (𝐿−1)𝑇𝐿−1

Mahalanobis distance between 𝑥 ∈ 𝒳 and class 𝑘 ∈ 𝒴 :

𝜌2𝑘(𝑥) = (𝑥− 𝑥𝑘)𝑇 Σ̃−1(𝑥− 𝑥𝑘)

= (𝑥− 𝑥𝑘)𝑇 (𝐿̃−1)𝑇 𝐿̃−1(𝑥− 𝑥𝑘)

= (𝐿̃−1(𝑥− 𝑥𝑘))𝑇 (𝐿̃−1(𝑥− 𝑥𝑘)) = ||𝐿̃−1𝑥− 𝐿̃−1𝑥𝑘||2

where || · || is a euclidean norm

Decision rule for the case of equal priors:

𝑘* = arg min
𝑘=1,𝐾

||𝐿̃−1𝑥− 𝐿̃−1𝑥𝑘|| = arg min
𝑘=1,𝐾

||𝑥′ − 𝑥′𝑘||

This rule is named the nearest mean classification rule: it assigns 𝑥′

to the class with the nearest mean among 𝑥′1, ..., 𝑥
′
𝐾
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Nearest Mean Classifier

Σ−1 = (𝐿𝐿𝑇 )−1 = (𝐿𝑇 )−1𝐿−1 = (𝐿−1)𝑇𝐿−1

Mahalanobis distance between 𝑥 ∈ 𝒳 and class 𝑘 ∈ 𝒴 :

𝜌2𝑘(𝑥) = (𝑥− 𝑥𝑘)𝑇 Σ̃−1(𝑥− 𝑥𝑘)

= (𝑥− 𝑥𝑘)𝑇 (𝐿̃−1)𝑇 𝐿̃−1(𝑥− 𝑥𝑘)

= (𝐿̃−1(𝑥− 𝑥𝑘))𝑇 (𝐿̃−1(𝑥− 𝑥𝑘)) = ||𝐿̃−1𝑥− 𝐿̃−1𝑥𝑘||2

where || · || is a euclidean norm

Decision rule for the case of equal priors:

𝑘* = arg min
𝑘=1,𝐾

||𝐿̃−1𝑥− 𝐿̃−1𝑥𝑘|| = arg min
𝑘=1,𝐾

||𝑥′ − 𝑥′𝑘||

This rule is named the nearest mean classification rule: it assigns 𝑥′

to the class with the nearest mean among 𝑥′1, ..., 𝑥
′
𝐾
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Mahalanobis Distance. Illustration

Mahalanobis distance Euclidean distance

Mahalanobis distance is unitless and scale-invariant, and takes into
account the correlations of the data set
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Pooled Covariance Matrix Estimator

Assume the random vectors 𝑋1, ..., 𝑋𝐾 have the same covariance
matrices, the expectations of each vector may be different:

𝑐𝑜𝑣(𝑋1) = ... = 𝑐𝑜𝑣(𝑋𝐾) = Σ, Σ ∈ R𝑀×𝑀

𝑥𝑘1, ..., 𝑥𝑘𝑛𝑘
is a sample drawn from population 𝑋𝑘, 𝑘 = 1, ...,𝐾

Individual estimates of Σ:

Σ̃𝑘 =
1

𝑛𝑘

𝑛𝑘∑︁
𝑖=1

(𝑥𝑘𝑖 − 𝑥𝑘)(𝑥𝑘𝑖 − 𝑥𝑘)𝑇 , 𝑘 = 1, ...,𝐾

Pooled covariance matrix estimates:

Biased: Σ̃ =
1∑︀𝐾

𝑘=1 𝑛𝑘

𝐾∑︁
𝑘=1

𝑛𝑘Σ̃𝑘

Unbiased: Σ̃ =
1∑︀𝐾

𝑘=1(𝑛𝑘 − 1)

𝐾∑︁
𝑘=1

𝑛𝑘Σ̃𝑘
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Assumptions in Bayesian Classification

Assumption Cov. matrix # params Boundary
Shared,
scalar

𝜎2𝐼 1 Linear

Shared,
diagonal

Σ = 𝑑𝑖𝑎𝑔(𝜎2
1, ..., 𝜎

2
𝑀 ) 𝑀 Linear

Scalar 𝜎2
1𝐼, ..., 𝜎

2
𝐾𝐼 𝐾 Quadratic

Diagonal
Σ1, ...,Σ𝐾 ,

𝑐𝑜𝑣(𝑋𝑖, 𝑋𝑗 |𝑘) = 0
𝐾𝑀 Quadratic

Shared Σ1 = ... = Σ𝐾 = Σ 𝑀(𝑀 + 1)/2 Linear
No

assumptions
Σ1, ...,Σ𝐾 𝐾𝑀(𝑀 + 1)/2 Quadratic
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2-D Normal Bayesian Classification. Illustration 1

𝑋 is two-dimensional
𝐾 = 2 classes

Priors: equal
𝑝𝑌 (−1) = 𝑝𝑌 (+1) = 1/2

Covariance matrices:
shared, scalar

Distributions:
𝑋|−1 ∼ 𝑁(𝑚1, 𝜎

2𝐼)
𝑋|+1 ∼ 𝑁(𝑚2, 𝜎

2𝐼)

Nearest mean classification

Posteriors intersect at line
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2-D Normal Bayesian Classification. Illustration 2

𝑋 is two-dimensional
𝐾 = 2 classes

Priors: equal
𝑝𝑌 (−1) = 𝑝𝑌 (+1) = 1/2

Covariance matrices:
shared, diagonal

Distributions:
𝑋|−1 ∼ 𝑁(𝑚1,Σ)
𝑋|+1 ∼ 𝑁(𝑚2,Σ)
Σ = 𝑑𝑖𝑎𝑔(𝜎2

1, 𝜎
2
2)

Mahalanobis distance-based
classification

Posteriors intersect at line
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2-D Normal Bayesian Classification. Illustration 3

𝑋 is two-dimensional
𝐾 = 2 classes

Priors: equal
𝑝𝑌 (−1) = 𝑝𝑌 (+1) = 1/2

Covariance matrices:
shared

Distributions:
𝑋|−1 ∼ 𝑁(𝑚1,Σ)
𝑋|+1 ∼ 𝑁(𝑚2,Σ)

Mahalanobis distance-based
classification

Posteriors intersect at line
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2-D Normal Bayesian Classification. Illustration 4

𝑋 is two-dimensional
𝐾 = 2 classes

Priors: equal
𝑝𝑌 (−1) = 𝑝𝑌 (+1) = 1/2

Covariance matrices:
scalar

Distributions:
𝑋|−1 ∼ 𝑁(𝑚1, 𝜎

2
1𝐼)

𝑋|+1 ∼ 𝑁(𝑚2, 𝜎
2
2𝐼)

Naive classification

Posteriors intersect at 2-nd order
curve
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2-D Normal Bayesian Classification. Illustration 5

𝑋 is two-dimensional
𝐾 = 2 classes

Priors: equal
𝑝𝑌 (−1) = 𝑝𝑌 (+1) = 1/2

Covariance matrices:
diagonal

Distributions:
𝑋|−1 ∼ 𝑁(𝑚1,Σ1)
𝑋|+1 ∼ 𝑁(𝑚2,Σ2)
Σ1 = 𝑑𝑖𝑎𝑔(𝜎2

11, 𝜎
2
21)

Σ2 = 𝑑𝑖𝑎𝑔(𝜎2
12, 𝜎

2
22)

Naive classification

Posteriors intersect at 2-nd order
curve
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2-D Normal Bayesian Classification. Illustration 6

𝑋 is two-dimensional
𝐾 = 2 classes

Priors: equal
𝑝𝑌 (−1) = 𝑝𝑌 (+1) = 1/2

Covariance matrices:
No assumptions

Distributions:
𝑋|−1 ∼ 𝑁(𝑚1,Σ1)
𝑋|+1 ∼ 𝑁(𝑚2,Σ2)

Posteriors intersect at parabola

Alexander Trofimov Bayesian Classification 40 / 66



Bayesian Decision Rule
Parametric Bayesian Classification

Non-parametric Density Estimation

Normal Bayes Classifier
Bayes Classifier for Discrete Features

2-D Normal Bayesian Classification. Illustration 7

𝑋 is two-dimensional
𝐾 = 2 classes

Priors: equal
𝑝𝑌 (−1) = 𝑝𝑌 (+1) = 1/2

Covariance matrices:
No assumptions

Distributions:
𝑋|−1 ∼ 𝑁(𝑚1,Σ1)
𝑋|+1 ∼ 𝑁(𝑚2,Σ2)

Posteriors intersect at ellipse
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2-D Normal Bayesian Classification. Illustration 8

𝑋 is two-dimensional
𝐾 = 2 classes

Priors: equal
𝑝𝑌 (−1) = 𝑝𝑌 (+1) = 1/2

Covariance matrices:
No assumptions

Distributions:
𝑋|−1 ∼ 𝑁(𝑚1,Σ1)
𝑋|+1 ∼ 𝑁(𝑚2,Σ2)

Posteriors intersect at hyperbola
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Regularized Bayesian Classification

Combined estimate of covariance matrices:

Σ̃𝑘 = 𝛼Σ̃𝑛𝑒𝑎𝑟𝑒𝑠𝑡 + 𝛽Σ̃𝑙𝑖𝑛𝑒𝑎𝑟 + (1 − 𝛼− 𝛽)Σ̃𝑞𝑢𝑎𝑑𝑟𝑎𝑡𝑖𝑐
𝑘

Σ̃𝑛𝑒𝑎𝑟𝑒𝑠𝑡 = 𝜎2𝐼 is a shared scalar covariance matrix (corresponds to
the nearest mean classifier)
Σ̃𝑙𝑖𝑛𝑒𝑎𝑟 is a shared covariance matrix (corresponds to Mahalanobis
distance-based classifier)

Σ̃𝑞𝑢𝑎𝑑𝑟𝑎𝑡𝑖𝑐
𝑘 is a covariance matrix of 𝑘-th class (corresponds to

quadratic classifier)
𝛼, 𝛽 are parameters, 𝛼 ≥ 0, 𝛽 ≥ 0, 𝛼 + 𝛽 ≤ 1

Small values of 𝛼 and 𝛽 mean weak assumptions, high values of 𝛼
and 𝛽 mean strong assumptions

Bayes classifier that uses combined estimate of class covariance
matrices is named regularized Bayes classifier
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Bayes Classifier for Binary Features

Assume 𝑋 = (𝑋1, ..., 𝑋𝑀 )𝑇 is a vector of binary (Bernoulli)
distributed random variables: 𝑋𝑗 ∼ 𝐵(1, 𝑝𝑗), 𝑥𝑗 ∈ {0, 1}

Conditional distributions: 𝑋𝑗 |𝑘 ∼ 𝐵(1, 𝑝𝑗𝑘), 𝑝𝑗𝑘 = 𝑃 (𝑋𝑗 = 1|𝑘)

Probabilities: 𝑃 (𝑋𝑗 = 𝑥𝑗 |𝑘) = 𝑝
𝑥𝑗

𝑗𝑘(1 − 𝑝𝑗𝑘)(1−𝑥𝑗)

Bayesian decision rule: 𝑘* = arg max
𝑘=1,𝐾

𝑝𝑋(𝑥|𝑘)𝑝𝑌 (𝑘)

Naive case: 𝑝𝑋(𝑥|𝑘) =
𝑀∏︀
𝑗=1

𝑃 (𝑋𝑗 = 𝑥𝑗 |𝑘)

Log-discriminant function of 𝑘-th class, 𝑘 = 1, ...,𝐾:

ln 𝑑𝑘(𝑥) = ln(𝑝𝑋(𝑥|𝑘)𝑝𝑌 (𝑘)) =

𝑀∑︁
𝑗=1

ln𝑃 (𝑋𝑗 = 𝑥𝑗 |𝑘) + ln 𝑝𝑌 (𝑘)

=
𝑀∑︁
𝑗=1

(𝑥𝑗 ln 𝑝𝑗𝑘 + (1 − 𝑥𝑗) ln(1 − 𝑝𝑗𝑘)) + ln 𝑝𝑌 (𝑘)
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Bayes Classifier for Multinomial Features

Assume 𝑋 = (𝑋1, ..., 𝑋𝑀 )𝑇 is a vector of multinomial distributed
random variables 𝑋 ∼ 𝑀𝑢𝑙𝑡(𝑁, 𝑝1, ..., 𝑝𝑀 )∑︀𝑀

𝑗=1 𝑝𝑗 = 1, 𝑥𝑗 ∈ {0, ..., 𝑁},
∑︀𝑀

𝑗=1 𝑥𝑗 = 𝑁

𝑁 is a number of experiments (independent)
𝑋𝑗 is a count of successes for 𝑗-th category, 𝑗 = 1, ...,𝑀

Example: 𝑁 independent rolls of a 𝑀 sided dice
Binomial distribution is a multinomial distribution when 𝑀 = 2

Conditional distributions: 𝑋|𝑘 ∼ 𝑀𝑢𝑙𝑡(𝑁, 𝑝1𝑘, ..., 𝑝𝑀𝑘)

Probabilities: 𝑃 (𝑋 = 𝑥|𝑘) = 𝑁 !∏︀𝑀
𝑗=1 𝑥𝑗 !

∏︀𝑀
𝑗=1 𝑝

𝑥𝑗

𝑗𝑘

Bayesian decision rule: 𝑘* = arg max
𝑘=1,𝐾

𝑝𝑋(𝑥|𝑘)𝑝𝑌 (𝑘)

Log-discriminant function of 𝑘-th class, 𝑘 = 1, ...,𝐾:
ln 𝑑𝑘(𝑥) = ln(𝑝𝑋(𝑥|𝑘)𝑝𝑌 (𝑘)) =

∑︀𝑀
𝑗=1 𝑥𝑗 ln 𝑝𝑗𝑘 + ln 𝑝𝑌 (𝑘) + 𝑐𝑜𝑛𝑠𝑡
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Example. Document Categorization

Document categorization task is to assign a document to one of
the given categories (e.g. politics, sports, fashion, and so forth)
This is a multiclass classification problem

Bag-of-words approach: a simplifying document representation as
the bag of its words, disregarding grammar and word order
In bag-of-words approach the features of the document are
frequencies of its words

Notation:
𝑛 is a number of observed documents (sample size)
𝐾 is a number of categories (classes)
𝑀 is a number of words in vocabulary (set of words 𝑤1, ..., 𝑤𝑀 )
𝑛𝑘 is a number of observed documents from 𝑘-th category
𝑛𝑗𝑘 is a number of documents from 𝑘-th category which contain
word 𝑤𝑗
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Document Categorization: Bernoulli Document Model

Feature 𝑥𝑗 is 1 if word 𝑤𝑗 occurs in the document and is 0
otherwise, 𝑗 = 1, ...,𝑀

Feature vector 𝑋 = (𝑋1, ..., 𝑋𝑀 )𝑇 , 𝑋𝑗 ∼ 𝐵(1, 𝑝𝑗)

Feature vector of 𝑖-th document 𝑥(𝑖) = (𝑥
(𝑖)
1 , ..., 𝑥

(𝑖)
𝑀 )𝑇 is a binary

vector, 𝑖 = 1, ..., 𝑛

Log-discriminant function of 𝑘-th class, 𝑘 = 1, ...,𝐾:

ln 𝑑𝑘(𝑥) =

𝑀∑︁
𝑗=1

(𝑥𝑗 ln 𝑝𝑗𝑘 + (1 − 𝑥𝑗) ln(1 − 𝑝𝑗𝑘)) + ln 𝑝𝑌 (𝑘)

𝑝𝑗𝑘 =
𝑛𝑗𝑘

𝑛𝑘
is the relative frequency of documents from 𝑘-th class

which contain word 𝑤𝑗

𝑝𝑌 (𝑘) =
𝑛𝑘

𝑛
is the relative frequency of documents from 𝑘-th class
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Document Categorization: Multinomial Document Model

Feature 𝑥𝑗 is a frequency of word 𝑤𝑗 in the document, 𝑗 = 1, ...,𝑀

Feature vector 𝑋 = (𝑋1, ..., 𝑋𝑀 )𝑇 ∼ 𝑀𝑢𝑙𝑡(𝑁, 𝑝1, ..., 𝑝𝑀 )

𝑁 is a number of words in the document
Feature vector of 𝑖-th document 𝑥(𝑖) = (𝑥

(𝑖)
1 , ..., 𝑥

(𝑖)
𝑀 )𝑇 is a vector

of integers, 𝑖 = 1, ..., 𝑛

Log-discriminant function of 𝑘-th class, 𝑘 = 1, ...,𝐾:

ln 𝑑𝑘(𝑥) =

𝑀∑︁
𝑗=1

𝑥𝑗 ln 𝑝𝑗𝑘 + ln 𝑝𝑌 (𝑘)

𝑝𝑗𝑘 =

∑︀
𝑖:𝑦𝑖=𝑘 𝑥

(𝑖)
𝑗∑︀

𝑖:𝑦𝑖=𝑘 𝑁𝑖
=

∑︀
𝑖:𝑦𝑖=𝑘 𝑥

(𝑖)
𝑗∑︀𝑀

𝑞=1

∑︀
𝑖:𝑦𝑖=𝑘 𝑥

(𝑖)
𝑞

is the relative frequency

of word 𝑤𝑗 in documents from 𝑘-th class

𝑝𝑌 (𝑘) =
𝑛𝑘

𝑛
is the relative frequency of documents from 𝑘-th class
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Smoothed Estimate of Multinomial Distribution Parameters

A drawback of relative frequency estimates for the multinomial
model is that zero word counts result in estimates of zero
probability

𝑝𝑗𝑘 = 0 for at least one word 𝑤𝑗 leads to zero class likelihood
𝑝𝑋(𝑥|𝑘) = 0 and zero class posterior probability 𝑝(𝑘|𝑥)

Just because a word 𝑤𝑗 does not occur in documents of some
category in the training data does not mean that it cannot occur in
any document of that category

Laplace smoothing estimate of probability 𝑝𝑗𝑘:
for binomial

𝑝𝑗𝑘 =
1 + 𝑛𝑗𝑘

2 + 𝑛𝑘

for multinomial

𝑝𝑗𝑘 =
1 +

∑︀
𝑖:𝑦𝑖=𝑘 𝑥

(𝑖)
𝑗

𝑀 +
∑︀𝑀

𝑞=1

∑︀
𝑖:𝑦𝑖=𝑘 𝑥

(𝑖)
𝑞

Alexander Trofimov Bayesian Classification 49 / 66



Bayesian Decision Rule
Parametric Bayesian Classification

Non-parametric Density Estimation

Naive Estimation
Kernel Estimation

Parametric vs Non-parametric Density Estimation

The advantage of a parametric approach to probability density
estimation is that it reduces the problem to estimating the values of
a small number of distribution parameters

Its disadvantage is that assumption about the underlying
distribution does not always hold and we may incur a large error if
it does not

Non-parametric methods attempt to estimate the density directly
from the data without assuming a particular form for the underlying
distribution

The disadvantage is that the training instances usually should be
stored that leads to increased need for memory and computation
(such learning algorithms are called instance-based or
memory-based algorithms)
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Non-parametric Density Estimators

Given:
𝑥1, ..., 𝑥𝑛 is a sample drawn from distribution 𝑓𝑋(𝑥), 𝑥 ∈ R

The non-parametric estimator for the cumulative distribution
function (CDF) 𝐹𝑋(𝑥):

𝐹 (𝑥) =

𝑛∑︀
𝑖=1

[𝑥𝑖 < 𝑥]

𝑛
— empirical CDF (ECDF)

The non-parametric estimate for the density function 𝑓𝑋(𝑥):

𝑓(𝑥) =
𝐹 (𝑥 + ℎ) − 𝐹 (𝑥)

ℎ
=

1

ℎ

𝑛∑︀
𝑖=1

[𝑥 ≤ 𝑥𝑖 < 𝑥 + ℎ]

𝑛

ℎ is the length of the interval. Instances 𝑥𝑖 that fall in this interval
are assumed to be “close enough”
What does “close enough” mean and how to choose ℎ?
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Histogram Estimator

The input space is divided into equal-sized intervals named bins

Given an origin 𝑥0 and a bin width ℎ, the bins are the intervals

[𝑥0, 𝑥0 + ℎ), ..., [𝑥0 + (𝑘 − 1)ℎ, 𝑥0 + 𝑘ℎ)

where 𝑘 is the number of bins

The histogram estimator:

𝑓(𝑥) =
#𝑥𝑖 in the same bin as 𝑥

𝑛ℎ

The histogram requires two parameters: bin width ℎ and origin 𝑥0

Drawbacks:
the density estimate depends on the origin 𝑥0
the discontinuities of the estimate
the curse of dimensionality: the number of bins grows
exponentially with the number of dimensions
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Naive Estimator

Naive estimator of 𝑓(𝑥):

𝑓(𝑥) =
#𝑥𝑖 in [𝑥− ℎ/2, 𝑥 + ℎ/2)

𝑛ℎ
=

𝑛∑︀
𝑖=1

[𝑥− ℎ/2 ≤ 𝑥𝑖 < 𝑥 + ℎ/2]

𝑛ℎ

This estimator can be written as:

𝑓(𝑥) =
1

𝑛ℎ

𝑛∑︁
𝑖=1

[︂⃒⃒⃒⃒
𝑥− 𝑥𝑖

ℎ

⃒⃒⃒⃒
<

1

2

]︂
=

1

𝑛ℎ

𝑛∑︁
𝑖=1

𝐾

(︂
𝑥− 𝑥𝑖

ℎ

)︂

where 𝐾(𝑢) =

{︃
1, |𝑢| < 1/2

0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
is the box kernel function

Each 𝑥𝑖 has a symmetric region of influence of size ℎ around it and
contributes 1 for an 𝑥 falling in its region

This estimate is not a continuous function and has jumps at
𝑥𝑖 ± ℎ/2
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Naive Estimator. Illustration
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Kernel Estimator

Kernel estimator of 𝑓(𝑥):

𝑓(𝑥) =
1

𝑛ℎ

𝑛∑︁
𝑖=1

𝐾

(︂
𝑥− 𝑥𝑖

ℎ

)︂
where 𝐾(𝑢) is the kernel function (Parzen–Rosenblatt window),
ℎ is the smoothing parameter also called the bandwidth

Instead of giving equal weight to every point in the region of
influence of 𝑥𝑖, let’s assign a weight which decays toward zero in a
continuous fashion as we get further away from 𝑥𝑖, 𝑖 = 1, ..., 𝑛

Kernel function 𝐾(𝑢) is usually chosen as a symmetric probability
density function satisfying the conditions:

𝐾(𝑢) ≥ 0 ∀𝑢 ∈ R∫︀∞
−∞𝐾(𝑢)𝑑𝑢 = 1

𝐾(𝑢) = 𝐾(−𝑢)

∫︀∞
−∞ 𝑢𝐾(𝑢)𝑑𝑢 = 0∫︀∞
−∞ 𝑢2𝐾(𝑢)𝑑𝑢 = 𝜎2

𝐾 < ∞
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Types of Kernel Functions

Box (uniform) kernel: 𝐾(𝑢) =

{︃
1
2 , |𝑢| < 1

0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

Gaussian kernel: 𝐾(𝑢) =
1√
2𝜋

exp

(︂
−𝑢2

2

)︂

Epanechnikov kernel: 𝐾(𝑢) =

{︃
3
4(1 − 𝑢2), |𝑢| < 1

0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

Triangular kernel: 𝐾(𝑢) =

{︃
1 − |𝑢|, |𝑢| < 1

0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

Alexander Trofimov Bayesian Classification 56 / 66



Bayesian Decision Rule
Parametric Bayesian Classification

Non-parametric Density Estimation

Naive Estimation
Kernel Estimation

Kernel Functions. Illustration
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Bias-Variance Decomposition

Kernel estimate of 𝑓(𝑥): 𝑓(𝑥) = 1
𝑛ℎ

𝑛∑︀
𝑖=1

𝐾
(︀
𝑥−𝑥𝑖
ℎ

)︀
Expectation of kernel estimate 𝑓(𝑥) at given 𝑥:

𝜇(𝑥) = M[𝑓(𝑥)] =
1

𝑛ℎ

𝑛∑︁
𝑖=1

M

[︂
𝐾

(︂
𝑥−𝑋𝑖

ℎ

)︂]︂

=
1

ℎ

∞∫︁
−∞

𝐾

(︂
𝑥− 𝜉

ℎ

)︂
𝑓(𝜉)𝑑𝜉

Expectation of squared error estimate at given 𝑥:

𝜀2(𝑥) = M
[︁
(𝑓(𝑥) − 𝑓(𝑥))2

]︁
= M

[︁
𝑓2(𝑥)

]︁
− 2𝑓(𝑥)M

[︁
𝑓(𝑥)

]︁
+ 𝑓2(𝑥)

= D
[︁
𝑓(𝑥)

]︁
+

(︁
M

[︁
𝑓(𝑥)

]︁)︁2
− 2𝑓(𝑥)M

[︁
𝑓(𝑥)

]︁
+ 𝑓2(𝑥)

= D
[︁
𝑓(𝑥)

]︁
+ (𝜇(𝑥) − 𝑓(𝑥))2 = 𝑉 𝑎𝑟(𝑓(𝑥)) + 𝐵𝑖𝑎𝑠2(𝑥)
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Bias-Variance Decomposition

Kernel estimate of 𝑓(𝑥): 𝑓(𝑥) = 1
𝑛ℎ

𝑛∑︀
𝑖=1

𝐾
(︀
𝑥−𝑥𝑖
ℎ

)︀
Expectation of kernel estimate 𝑓(𝑥) at given 𝑥:

𝜇(𝑥) = M[𝑓(𝑥)] =
1

𝑛ℎ

𝑛∑︁
𝑖=1

M

[︂
𝐾

(︂
𝑥−𝑋𝑖

ℎ

)︂]︂

=
1

ℎ

∞∫︁
−∞

𝐾

(︂
𝑥− 𝜉

ℎ

)︂
𝑓(𝜉)𝑑𝜉

Expectation of squared error estimate at given 𝑥:

𝜀2(𝑥) = M
[︁
(𝑓(𝑥) − 𝑓(𝑥))2

]︁
= M

[︁
𝑓2(𝑥)

]︁
− 2𝑓(𝑥)M

[︁
𝑓(𝑥)

]︁
+ 𝑓2(𝑥)

= D
[︁
𝑓(𝑥)

]︁
+
(︁

M
[︁
𝑓(𝑥)

]︁)︁2
− 2𝑓(𝑥)M

[︁
𝑓(𝑥)

]︁
+ 𝑓2(𝑥)

= D
[︁
𝑓(𝑥)

]︁
+ (𝜇(𝑥) − 𝑓(𝑥))2 = 𝑉 𝑎𝑟(𝑓(𝑥)) + 𝐵𝑖𝑎𝑠2(𝑥)
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Bias-Variance Trade-off

𝐵𝑖𝑎𝑠(𝑥) is a systematic error incurred in the estimation
𝑉 𝑎𝑟(𝑥) is a random error incurred in the estimation
Trade-off between 𝐵𝑖𝑎𝑠(𝑥) and 𝑉 𝑎𝑟(𝑥) depends on bandwidth ℎ

Small ℎ ⇒ small bias at the expense of a larger variance in the
estimates for different training samples (undersmoothing)
Large ℎ ⇒ small differences among the estimates for different
training samples (oversmoothing)

Small bandwidth Large bandwidth
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Optimal Bandwidth

Mean integrated squared error (MISE) of estimator 𝑓(𝑥):

𝑀𝐼𝑆𝐸(𝑓) =

∞∫︁
−∞

𝜀2(𝑥)𝑑𝑥 =

∞∫︁
−∞

𝑉 𝑎𝑟(𝑓(𝑥))𝑑𝑥 +

∞∫︁
−∞

𝐵𝑖𝑎𝑠2(𝑥)𝑑𝑥

It can be shown* that:

𝑀𝐼𝑆𝐸(𝑓) ≈ 1

𝑛ℎ
𝑅(𝐾) +

ℎ4

4
𝜎4
𝐾𝑅(𝑓 ′′)

where 𝑅(𝑓) =
∞∫︀

−∞
𝑓2(𝑥)𝑑𝑥

The bandwidth ℎ𝑀𝐼𝑆𝐸 that minimizes the MISE:

ℎ𝑀𝐼𝑆𝐸 =

(︂
𝑅(𝐾)

𝜎4
𝐾𝑅(𝑓 ′′)

)︂1/5

𝑛−1/5

*Silverman, B. W. (1986). Density estimation for statistics and data analysis (Vol. 26). CRC press
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Bandwidth Selection Approaches

Reference to a normal distribution
Optimal bandwidth ℎ𝑀𝐼𝑆𝐸 depends on unknown density 𝑓(𝑥)

Under assumption that 𝑓(𝑥) is a normal distribution:

ℎ𝑀𝐼𝑆𝐸 = 1.06𝜎̃𝑛−1/5 or ℎ𝑀𝐼𝑆𝐸 = 0.79∆𝑛−1/5

Silverman’s reference bandwidth:

ℎ𝑀𝐼𝑆𝐸 = 0.9 min

(︂
𝜎̃,

∆

1.34

)︂
𝑛−1/5

where ∆ = 𝑥0.75 − 𝑥0.25 is interquartile range of the sample

Cross-validation methods
Plug-in methods
Replace 𝑓 ′′(𝑥) in ℎ𝑀𝐼𝑆𝐸 expression to an estimation 𝑓 ′′(𝑥) at
pilot bandwidth 𝑔 = 𝑔(ℎ𝑀𝐼𝑆𝐸)
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Multivariate Density Estimation

𝑥1, ..., 𝑥𝑛 is a sample drawn from distribution 𝑓𝑋(𝑥), 𝑥 ∈ R𝑀

𝑥𝑖 = (𝑥1𝑖, ..., 𝑥𝑀𝑖)
𝑇 ∈ R𝑀 , 𝑖 = 1, ..., 𝑛

Product kernel estimator of 𝑓(𝑥):

𝑓(𝑥) =
1

𝑛ℎ1 · ... · ℎ𝑀

𝑛∑︁
𝑖=1

𝑀∏︁
𝑗=1

𝐾

(︂
𝑥𝑗 − 𝑥𝑗𝑖

ℎ𝑗

)︂
where 𝐾(𝑢) is the kernel function, ℎ1, ..., ℎ𝑀 are the bandwidths

The case of independent features:

𝑓(𝑥) =

𝑀∏︁
𝑗=1

𝑓𝑗(𝑥𝑗) =
1

𝑛𝑀ℎ1 · ... · ℎ𝑀

𝑀∏︁
𝑗=1

𝑛∑︁
𝑖=1

𝐾

(︂
𝑥𝑗 − 𝑥𝑗𝑖

ℎ𝑗

)︂
Assumption about kernel independence does not imply assumption
about features independence
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Silverman’s Rule for Bandwidth Selection

Mean integrated squared error (MISE) of estimator 𝑓(𝑥) can be
generalized to multivariate case 𝑥 = (𝑥1, ..., 𝑥𝑀 )𝑇 :

𝑀𝐼𝑆𝐸(𝑓) ≈ 1

𝑛ℎ𝑀
𝑅(𝐾) +

ℎ4

4
𝜎4
𝐾

∞∫︁
−∞

(tr𝐻𝑓 (𝑥))2𝑑𝑥

where 𝐻𝑓 (𝑥) is the 𝑀 *𝑀 Hessian matrix, ℎ is the bandwidth (the
same for each dimension)

Under assumption that 𝑓(𝑥) is a multivariate normal distribution
with diagonal covariance matrix:

ℎ𝑗 =

(︂
4

𝑀 + 2

)︂1/(𝑀+4)

𝜎̃𝑗𝑛
−1/(𝑀+4), 𝑗 = 1, ...,𝑀

For 𝑀 = 1: ℎ = 1.06𝜎̃𝑛−1/5
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Hypersphere in High-Dimensional Space

For a standard 1-dimensional normal distribution 𝑈 ∼ 𝑁(0, 1):

𝑃 (||𝑈 || < 1.6) = 0.9

90% of the data are in the interval [–1.6,1.6]

For a standard 2-dimensional normal distribution:

𝑃 (||𝑈 || < 1.6) = 𝑃 (
√︁

𝑈2
1 + 𝑈2

2 < 1.6) = 𝑃 (𝜒2(2) < 2.56) = 0.72

72% of the data are in the circle of radius 1.6

For a standard 𝑀-dimensional normal distribution:

𝑃 (||𝑈 || < 1.6) = 𝑃 (𝜒2(𝑀) < 2.56)

As 𝑀 grows this probability tends to 0 for all fixed radius
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Phenomenon of the Empty Spaces

As the dimension 𝑀 of the space increases, the hypersphere of
fixed radius becomes an insignificant volume in it. The sample
becomes very sparse

Probability 𝑃 (𝜒2(𝑀) < 2.56)

Multidimensional density estimation is usually not applied for large
dimensions (𝑀 ≥ 5)
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Kernel Estimation and Bayes Classifier

Bayesian decision rule:

𝑘* = arg max
𝑘=1,𝐾

𝑓𝑋(𝑥|𝑘)𝑝𝑌 (𝑘)

where 𝑓𝑋(𝑥|𝑘) is the kernel estimate of likelihood for 𝑘-th class
𝑝𝑌 (𝑘) is the estimate of prior for 𝑘-th class, 𝑘 = 1, ...,𝐾

Kernel density estimation:

Make assumptions
Independent features (naive classifier)
Independent kernels (product kernel estimator)

Select kernel function 𝐾(𝑢)

Box, Gaussian, Epanechnikov, traingular kernel functions

Select bandwidths ℎ1, ..., ℎ𝑀
Silverman’s rule for each ℎ𝑗 independently
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